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Theory: Fraud Analytics

1. Unbalanced Data – Often fraud occurs in a very, 
very small subset of the data. This is known as a 
Highly Skewed Data Set. 

2. Data Labelling – Fraud is invariably difficult to 
identify. Some cases are easy to identify, but the 
reason we’re turning to ML is because it’s difficult!

3. No one fit for all – Fraud is a continually evolving 
space, new approaches/ ways to do fraud, so there 
may not be a “one stop shop” ML for fraud.

• Who is involved in the transaction?
• When did the transaction/ fraud occur?
• Why has the transaction occurred?
• Where has the transaction occurred?
• What was involved in the transaction?
• How did the transaction occur?



Theory: Supervised vs Un-supervised

Supervised: Has labels 
available to train from

Un-supervised: Does not have any labels to 
train from. 

• Classification: Support 
vector machine (SVM), 
discriminant analysis, 
Naive Bayes, K-Nearest 
Neighbours (KNN)

• Clustering: K-means, K-medoids, 
Hierarchical, Gaussian mixture, neural 
networks, hidden markov model

Reinforcement: 
Reinforcement learning is an 
autonomous, self-teaching 
system that essentially 
learns by trial and error.



Theory: Accuracy, is it accurate?
If you were told a model was 96% accurate, what would you think?

Transaction ID Prediction Actual

1347655 0 0

5134587 0 0

7742445 0 0

4352357 0 0

3245245 0 1

3423452 0 0

2642654 0 1

4234624 0 0

3465246 0 0

... ... ...

⚫ If the fraud level is 4% of all transactions?
⚫ If we randomly set all transactions to not-Fraud? (all 0’s)
⚫ If we randomly set all transactions to Fraud? (all 1’s)
⚫ Does accuracy give us the full picture?
⚫ How many times did the ML let a fraudulent transaction 

fall through the net?

⚫ Business question: Can we predict fraudulent 
transactions?



Theory: Confusion within the confusion matrix

⚫ Performance measurement for machine 
learning classification problem where output 
can be two or more classes

⚫ So lets test our 96% accuracy measure….

Actual Values

Positive (1) Negative (0)
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0 0

Negative (0)
4 96

⚫ Now when we look at a confusion matrix 
we’re stating to see the picture.

⚫ The ML algorithm didn’t predict any Fraud 
cases. 

⚫ If we only had accuracy we’d think 96% was a 
good score. 

⚫ A confusion matrix starts to let us see what is 
actually happening.



Theory: Still Discombobulated?
True Positives (TP): We predicted fraud, and they are actually fraud
True Negatives (TN): We predicted no fraud, and they are not fraudulent transactions.

False Positives (FP): We predicted fraud, but they are not fraudulent. (Also known as a "Type I error.")
False Negatives (FN): We predicted no fraud, but they are fraud. (Also known as a "Type II error.")

• What is the business goal we are trying to solve?
• Organise the transactions such that the ones most 

likely to be fraudulent appear first? 

• Automatically detect fraudulent transactions so they 
can be stopped? 



Theory: CRISP-DM
Business Understanding: 

What is the business question? Who will be using it? 
When is the project required by? 

Data Understanding:
What data can I use? When does the data refresh/ get 
stored to the database? Why am I using the data? 
Where is the data stored?

Data Preparation:
What is the data quality? Which data needs enriching? 

Modelling:
What models can be used? Which model is better? 
How will I evaluate the model?

Evaluation:
Have we solved the business question? When does the 
data refresh? Who will sign the model off?

Deployment:
Where is the model deployed? When will the model be 
reevaluated? Who will maintain the model?



Theory: TDDA instead of TDD?

Test-driven data analysis (TDDA): an approach to improving the quality, 
correctness and robustness of analytical processes 

We need to extend TDD’s idea of testing for software 
correctness… 

with the idea of testing for meaningfulness of analysis, 
correctness and validity of input data, & correctness of 

interpretation.

Test-driven development (TDD): Software development process that 
relies on the repetition of a very short development cycle: 
requirements turn into very specific test cases.

Business Understanding

Evaluation
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Data: Synthetic Data Set

Safe Harbour: All data sets used in this presentation and examples are based on synthetic data and are 
not real customers, clients, addresses etc. 



OAA: Model Development

OAA enables you to drag and drop elements 
to:
• Explore the data
• Create supervised learning models
• Apply models to data
• Create output data tables



OAA: Different Models
Once models have been developed you can 
compare the model performance with a number of 
metrics:
• Predictive confidence
• Average Accuracy
• Overall Accuracy
• Cost

You can drill into detail on each model 
and even compare the ROC for each 
model.



ADW: Loading the data

Once in ADW then data can be explored through:
• SQL developer 
• Machine Learning Notebooks

In a few clicks then ADW can be 
provisioned.

Once provisioned data can be loaded by 
either :

• Oracle Object Storage
• SQL Developer 



ADW: Zeppelin Notebook (Data Exploration)

The same exploration that 
was done in OAA can be 
done in ML Notebooks



ADW: Zeppelin Notebook (Model Build)

New views and tables can be created in the 
ML Notebook ready for modelling.

Through PL/SQL the DBMS Data Mining that 
was visual in OAA can be done in the ML 
Notebooks.



ADW & OAC: Data Loading
Data loaded in ADW can be connected to OAC 
instance to enable data visualization and 
Machine Learning. 

OAC recommends Data Enrichment options to 
the user.



ADW & OAC: Data Enrichment
• Substring of characters to enable new 

columns to be created.

• Recognizing Zip codes enables the 
enrichment of city name, Latitude and 
Longitude enrichment at the click of a 
button!



OAC: Data Visualization

• Using drag and 
drop to create 
analysis.

• Group the analysis 
around a specific 
theme, in this 
example Customer.



OAC: Explain (Fraud Attribute)

• Use 'Explain' 
feature on 
attributes to 
produce 
augmented 
analytics



OAC: Data Visualization

• Network analysis 
within OAC 
enables us to 
understand flow 
of transactions 
when are 
associated to 
Fraud.

• Highlighting 
Merchants that 
are associated to 
fraud with high 
values.



OAC: Machine Learning
• Drag and drop facility to build work flow
• Available Models (Binary Classification): 

• Random Forest
• Neural Network
• Logistic Regression
• Naïve Bayes
• CART
• SVM



OAC: Telling the Data Story
• Add narrative to the visualization to 

enable you to tell the data story
• Then place in present mode



OAC: Model Performance Assessment

• Modeling 
outcomes can be 
loaded into OAC

• Enables a 
visualization of 
the model 
performance

• Compare and 
contrast 
models to 
understand which 
one meets the 
business need



OAC: Model Performance, NB



R: Data Set Loading and Enrichment

• R code is open source with many libraries 
available

• Read the data into memory and do 
enrichment

• Has an array of 
dynamic visualization 
tools available



R: AutoML

• No more coding for different models
• Finding the best results
• Selecting the best model

H2O is an open source, in memory, distributed, fast and scalable machine learning and predictive analytics that 
allow building machine learning models to be an ease. Part of H2O is AutoML.

Models Included:
• Random Forest
• Extremely-Randomized Forest
• Gradient Boosting Machines (GBMs)
• Deep Neural Nets
• Stacked Ensemble using all of the above  models



Results: Comparison of Confusion

ADW: Decision Tree OAC: CART

AutoML: Ensemble ModelOAA: Decision Tree



Results: Comparing the Environments
Function OAA ADW (ML Notebook) OAC R (Open Source)

Data 

Exploration

✓ Drag and drop 

environment

✓ Able to use SQL 

and R within the 

environment

✓ Interactive data 

analysis

✓ Easy to switch from 

code to graph

✓ Easy to share 

Notebooks with other 

users

✓ Interactive, enabling 

new insight to be 

discovered quickly

✓ Drag and drop 

environment

✓ Able to use SQL 

code if you want 

(optional)

✓ Interactive, 

enabling new 

insight to be 

discovered quickly

✓ Lots of packages 

available in the 

community for 

data exploration

✓ Many different 

graphing/ data 

visualization 

options



Function OAA ADW (ML Notebook) OAC R (Open Source)

Modelling/ 

Model 

Evaluation

✓ Lots of models 

available

✓ Able to integrate 

Oracle R into the 

modelling options

✓ Can use drag and 

drop or PL/SQL

✓ Lots of different 

model evaluation 

options

✓ Lots of models 

available

✓ PL/SQL to create 

tables/ models

✓ Able to share the 

notebooks easily 

with other users

✓ Lots of different 

model evaluation 

options

✓ Different models to 

the OAA and ADW 

available

✓ Drag and drop 

pipeline

✓ Lots of parameters 

can be changed to 

enable specific 

models

✓ Able to share the 

workflows easily

✓ Able to visualize 

model performance 

for wider audiences

✓ 1000’s of libraries 

available to 

enable different 

models to be built

✓ All coded -

enabling 

parameters to be 

changed and 

compared

✓ AutoML now 

enables many 

models to be 

compared 

Results: Comparing the Environments



Function OAA ADW (ML Notebook) OAC R (Open Source)

Telling the 

Data Story 

✓ Graphical workflow 

enables others to 

understand the 

route taken

✓ Notebook enables 

comments / notes to 

be stored next to 

code

✓ Can be used to 

display static and 

dynamic content

✓ Graphical 

workflow enables 

others to 

understand the 

route taken

✓ Data analysis/ 

exploration and 

model build all in 

one place for 

different users

✓ Can be used to 

display static and 

dynamic content

✓ Lots of different 

graphical 

approaches 

available

✓ Can be used to 

display static and 

dynamic content

Results: Comparing the Environments



Function OAA ADW (ML Notebook) OAC R (Open Source)

Technical 

Details

✓ Doesn’t require too 

much coding 

experience

✓ Don’t need to move 

the data

✓ Utilize the 

Database memory 

and tuning

✓ DBA can control 

security and access 

to data

✓ Data obfuscation 

can be utilized

✓ Don’t need to move 

the data

✓ Utilize the Database 

memory and tuning

✓ DBA can control 

security and access 

to data

✓ Data obfuscation

can be utilized

✓ Doesn’t require 

any coding 

experience

✓ Don’t need to 

move the data

✓ Utilize the 

Database 

memory and 

tuning

✓ DBA can control 

security and 

access to data

✓ Data obfuscation 

can be utilized

✓ Using local 

memory

✓ Is versatile in 

communicating to 

databases/ other 

languages

Results: Comparing the Environments



Questions and Discussion

• Abigail.giles-haigh@verticecloud.com
• Linkedin: Abi Giles-Haigh
• Twitter: @Abi_Giles_Haigh
• Twitter: @VerticeCloud

Webinar: https://www.youtube.com/watch?v=b_gvW2ANSYU&feature=youtu.be

mailto:Abigail.giles-haigh@verticecloud.com
https://www.youtube.com/watch?v=b_gvW2ANSYU&feature=youtu.be
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Oracle Cloud Specialists: www.verticecloud.com
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